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Both detectors mark the true boundaries, but only PERSIST ignores the pseudo-events.
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(a) hard cut (b) gradual transition (c) camera shake (d) flicker
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A shot is a series of consecutive frames
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Most detectors rely on sudden visual change, | AACTIT ) r—A~¢$
700 750 800 9550 9600 9650 2800 2850 2900 5000 5050 5100

so flashes, flicker, camera shake and film
damage are often detected as boundaries. A
true boundary changes the video persistently,
whereas a pseudo-event is transient and the
video returns to its previous state.
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All four are real ClipShots videos. The dashed line is TNV2-cue, a baseline with the same backbone and training as PERSIST but with the cues
of TransNetV2 instead of the persistence test.

PERSIST therefore compares what the video

shows before and after a sudden change, and LT [G }
| cls S T vy,vys,ye
marks a boundary only when the content stays ___BCE ¥ il
. AAA
different afterwards. INPUT CLIP FAST-PATH EVIDENCE HEAD ! ! BOUNDARY SCORE
flash pseudo t:uﬁe trastonJ | per-frame seq [T, 256] | | | o [ suppress ev ev — ag. J
-' < F5L— e ” 1.0 1 — eV —> base >o +
omuine i 1x1 conv - \
M ET H O D — 2 © | gate score p=po-glev) |-
T=64 - 27x48 . — 1S1tart N |
— ' | shots
" 5250 5350 5420 ; e \ group p=0.5 | Entervals]
frame I '
A fast pathway looks for sudden change. A AT Tega i i
. X SpPatial ' e i
slow pathway drives a latent state (t) that DDCNN _ DDCNN _ DDCNN — " "o, end N change |
- . B -+ »> 1x1 conv 8c :
summarises the video at each moment. 64-d |2 T 128-d]2  256-d |2 :
\ \ ou _ E
Three gates then test each frame: @9@[1,‘1 x_25] [M x_zs] transient .
. ! . .G
Change g_: is the local change strong? J, l f L
. . . . Xslow mean up : : :
Transient g,: does the observed signal jump DDCNN , DDCNN , DDCNN "ol | : -
more than ¢? 128-d |2 256-d |2 512-d |2 | .
, SLOW T8 FiLM - - » SIREN ' ]
Return g.: does @ go back to where it was? VBE) s sinwg .6 N ]
te[-1,1] s o
: : : : DUAL-RATE BACKBONE SLOW-CONDITIONED FILM-SIREN STATE T PERSISTENCE DISCRIMINATOR E :
Their product g, =g.-g,-g.is high only if all ] HE
vy

three say yes. In training, the network learns to
score such non-boundary frames low.
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FALSE ALARMS

PERSIST makes fewer false alarms.

BENCHMARKS INSIGHTS

PERSIST separates hard cuts from pseudo-events.

PERSIST is highly competitive.

Synthetic test set Real ClipShots videos TransNetV?2 PERSIST M hard cut M pseudo-event
recall 0.72 recall 0.85
1459 2665 2794 F1 fixed best fixed best 0.865 (841
2150 ClipShots 0.779 0.779 0.791 0.794
BBC 0.9617 0.969 0.966 0.96/
AutoShot ~ 0.799 0.830 0.788 0.821 020 o aes

B PERSIST M TNV2-cue M TransNetV2 (official) HIST-GST12 0.920 0.944 0.923 0.946

final score

All detectors are compared at the same recall, the share of local evidence joint gate

Higher F1is better. “"Fixed” uses the threshold 0.5, “best” the

true boundaries found. The synthetic test set adds a transition

best threshold for each test set, and bold marks the better

or pseudo-event to 2,727 unseen ClipShots clips.

On the synthetic test set, PERSIST makes
about half the false alarms of TransNetV2
(723 vs 1,459), and fewer of every type:
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method.

The test sets range from web videos and a
nature documentary to short videos and
archival film. PERSIST equals or exceeds

TransNetV2 in five of the eight columns and
falls behind only on AutoShot, by about 0.01 F1.

TAKE AWAY

* Asudden change alone does not mean a new shot: what separates a true boundary
from a pseudo-event is whether the change lasts.

« By testing this, PERSIST roughly halves the pseudo-event false alarms of TransNetV2
at the same recall and stays highly competitive on four benchmarks.
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Averages over ClipShots test frames; pseudo-events here are
non-boundary frames with high local evidence.

Hard cuts and pseudo-events look almost
equally sudden but PERSIST gives hard cuts a
2.7 times higher final score. The joint gate
barely differs between them at test time, so
this difference comes from what the network
learned during training.
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Code and model weights
github.com/linty5/PERSIST
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